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ABSTRACT

In this paper we give a theoreticalanalysisof peerto-peer(P2P)
networks operatingin the faceof concurrenfoins andunexpected
departuresWe focuson Chord,a recentlydevelopedP2Psystem
thatimplementsa distributedhashtableabstractionandstudythe
processy which Chordmaintainsts distributedstateasnodegoin

andleave the system.We arguethattraditionalperformancenea-
sureshasednrun-timeareuninformatie for acontinuallyrunning
P2Pnetwork, andthattherate at which nodesin the network need
to participateto maintainsystemstateis a moreusefulmetric. We
give ageneralowerboundonthisratefor anetwork to remaincon-
nectedandprove thatanappropriatelymodi ed versionof Chord's
maintenanceateis within alogarithmicfactorof theoptimumrate.

1. INTRODUCTION

Peerto-peer(P2P)systemsaredistributedsystemsvithoutary cen-
tralized control or hierarchicalorganization,where the software
running at eachnodeis equivalentin functionality Thesesys-
temshave recentlyreceived signi cant attentionin bothacademia
andindustryfor a numberof reasonsThe lack of a centralsener
meanghatindividualscancooperatdo form a P2Pnetwork with-
outary investmenin additionalhigh-performancéardwareto co-
ordinateit. FurthermoreP2Pnetworkssuggestaway to aggreate
andmale useof thetremendousomputatiorandstorageesources
thatremainunusedon idle individual computers.Finally, the de-
centralized distributed natureof P2Psystemamales themrobust
againstcertainkinds of faults,makingthempotentiallywell-suited
for long-termstorageor lengthycomputations.

P2Psystemsare, of course,distributed systemsand muchtradi-
tional distributed systemgesearchs relevantto them. Relatively
unusual however, is the assumptiorin P2Psystemgshatnodesare
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continuouslyjoining andleaving the system.This makeschalleng-
ing several issueswhich aretrivial in a systemwith a x ed mem-
bership.In particular dataitemsmustmigrateasnodescomeand
go; this malkeslocationof a dataitem at ary giventime nontrivial.
To dealwith this problem,a contentaddressablenetwork—asRat-
nasamyetal. [10] namedhis concept—praoidesamappingof keys
in somekeyspaceto machinesn the network anda lookup proto-
colto allow ary searcheto nd theparticularmachineresponsible
for ary key. For someapplicationsthat nodemight be responsi-
ble for storinga valueassociatedvith the key; for others,it might
performcomputatioron thatkey. The easiestvay to implementa
contentaddressablaetwork is to maintaina directory of key as-
signmentsunfortunatelymaintainingthis directoryconsistentlyin
adistributedervironmentis too resource-intense to scale.

Marny P2Prouting protocols—Iike CAN [10], Chord[12], Pastry
[3], andTapestry{14]—inducea connecteaverlaynetwork across
thelnternetwith arich structurehatenablesf cient key lookups.
Thetypical approachto the designof suchoverlaysis roughly as
follows. First,an"“ideal” overlaystructurds speci ed,underwhich

key lookupsareefcient. Then,aprotocolis speci edthatallows

anodeto join or leave the network, properlyrearrangingheideal

overlayto accounfor their presencer absenceOnethencancon-

sidertheissueof faulttolerance—e.gshawing thattheidealover

lay canstill routeefciently evenafterthefailure of somefraction

of thenodeq3, 4, 12].

The Problem. Unfortunately the approachdescribedabove ig-

noresthefactthataP2Pnetwork is acontinuouslyevolving system.
Thejoin protocolmay work well if joins happersequentiallybut

whatif mary joins happenconcurrently? The ideal overlay may
toleratefaults,but oncethosefaultsoccur theoverlayis nolonger
ideal. Whathappenssthefaultsaccumulatevertime?

To copewith theseproblemsthatariseover time, ary realisticP2P
systemmustimplementsomekind of maintenanceprotocol that
continuouslyrepairsthe overlay as nodescomeandgo, updating
control information and routing tablesto ensurethat the overlay
remainsglobally connectedand supportsef cient lookups. In the
analysisywe mustrecognizehatthe systemalmostnever will bein

its ideal state. Thus,we mustshaw thatlookups,joins, anddepar

tures(and, self-referentially the maintenanceprotocolitself) be-
have correctlyevenin theimperfectoverlay.

Evaluatingmaintenancerotocolsrequiresanewn performancenet-
ric. A P2Psystemis intendedto be runningcontinuouslyforever,
and systemmembershigs dynamic. Thus, one cannotproperly



evaluatea maintenancerotocolin termsof runningtime—it runs
aslong asthe network does—ortotal network bandwidth,which
is in nite if the network persistande nitely. Similarly, the main-
tenancework doneby a singlenodewill tendto grov asthe node
spendstime in the system. Instead,a proper performancemea-
sureof amaintenance@rotocolis therate atwhich eachnodemust
expendresourcesn the maintenanceprotocol. This expenditure
consumesesourceshatcannotbe usedfor “real” work, soshould
bekeptsmall.

We canaska numberof questionsn this framevork. At whatrate
musteachnodein the systemdo work in orderto keepthe system
in a“good” state?How muchwork is requiredto simply provide
a connectedtructurewherelookupsarecorrect?How muchwork
is requiredto provide aricher structurewherelookupsarecorrect
andalsofast?

Our contribution. This paperinvestigateghe pernodenetwork
bandwidthconsumedy maintenancerotocolsin P2P networks.
Network bandwidth(andnot storagespaceor computatiortime) is
presentlythe mostlimited resourcen P2Psystems.If theamount
of pernodebandwidthconsumedy a maintenanc@rotocolwere
to grow fairly rapidly (e.g.,linearly) asthe network sizeincreases,
thena systemwould quickly overwhelmthe acces$andwidthsof
its participantsand becomeimpractical. Although we focus on
bandwidth,bothour lower andupperboundsalsoapplyto therate
of CPUusageandstorageor maintenance.

Any nodejoining the network mustsendat leastsomenumberof
maintenancenessageto let othernodesknow of its presenceto
provide basicconnectiity. Additional messagesre usually re-
quired to updaterouting table information on nodes,to support
efcient lookups. Similarly, becausenodesmay fail without ary
noti cation, eachnodemustperiodicallymonitorthe stateof some
or all of its neighborsconsumingnetwork bandwidth?

In this paper we quantify the abose obserations. First, we give

lower boundson the maintenanceprotocol bandwidthfor basic
connectity in ary -nodeP2Psystemasnodesjoin andleave.

We characterizehis lower boundin termsof the half-life of a dis-

tributed system,which essentiallyneasureshe time for replace-
mentof half thenodesn thenetwork by new arrivals. We shav that
pernodemaintenancerotocolbandwidth simply to maintaincon-

nectiity of the network, is lower-boundedby per half-

life. Second,we considerthe maintenanceprotocolusedby the
Chord P2Prouting protocol[12]. We modify this protocolbased
onour new analysisandshawv thattheresultconsume$®andwidth
at a polylogarithmicrate, nearly matchingour lower bound. Crit-

ical to this analysisis a demonstratiorthat Chords join, lookup,

and(properlymodi ed) maintenanc@rotocolswork correctlyand
ef ciently evenwhenthesystemis notin its ideal state.

A note on our model. Our goalin the upcomingsectionsis to
saysomethingormal aboutthe behaior of our systemin thereal-
world settingof theInternetwherenodescanjoin andleave atarbi-
trarytimes,andwheremessagesanbearbitrarilylostor reordered.
At the sametime, we do not wantour algorithmdesignto overem-

Alternatively, a nodemay chooseto detectfailuresonly whenit
actually needsto contacta neighbor;however, this merely defers
the network trafc neededto nd a new nodewhenthe old one
fails. It alsoraisestherisk thatall of anodes neighbordail before
it noticesary of thefailures,permanentlydisconnectinghatnode
from the network.

phasizeheseworst-casescenariossincesuchalgorithmsarelik ely
to be overcautiousand perform poorly in the typical case,when
theunderlyingnetwork is behaing reasonablyvell. We therefore
focuson analyseghatmodelsomeof the problemswe might face
(e.g. ,thatalargenumberof nodesmayjoin or fail simultaneously),
while makingassumptionthatprecludemoreseriougailures(e.g.,
we assumethat ary two nodesattemptingto exchangemessages
will eventuallybe ableto do so, andthatnodefailurescanbe de-
tectedby their failureto respondfor alongtime”).

For simplicity, we focusin our presentationsnafail-stopmodel—
that is, we assumeperfectfailure detectionandreliable message
delivery. In fact,mary of our resultsapply evenin wealer models.
None of our algorithmsare sensitve to messagdoss or delivery
order; they can provably toleratetheseproblemsto a substantial
degree. However, recurringmessagdossescan make a nodeap-
pearfailed whenit is actuallyalive, andour systemdoesnot cope
with such“falsesuspicionsof failure” In practice,we expectlost
messageso leadto timeouts,and considerit reasonabldéo con-
cludethatrepeatedimeoutsaresignsof failure; however, we make
no formal claimsaboutthis scenario.

To modeljoins andfailures,we postulatean adwersarywho can
specify an arbitrary sequencef nodejoin and failure timesand
key lookups. We assumehe adwersaryis obliviousto the random
choicesthatour protocolswill make—thatis, thatthis scheduleof

joins andfailuresis speci ed in adwance,independenbf beha-

ior of the overlay network. Thisrulesout, e.g.,the possibility that
theadwersarycanfail all the nodesthata givennodeknows about.
Againstsucha powerful, adaptve adversary theonly way to guar

anteecompleteconnectiity is to maintain,at tremendousost,a
fully-connectednetwork. Recentwork of Saiaet al. [11] hasbe-
gunto tacklethe challengeof proving wealer guaranteesigainst
anadaptve adwersary e.g.,thatmostof the network remainscon-
nected.

2. RELATED WORK

The Chord P2P systemwas introducedto solve the lookup prob-
lem describedabove. Using storagdogarithmicin the size of the
network, Chordprovidesa lookup protocolthatcan nd, in alog-
arithmic numberof routing hops,the noderesponsibldor a given
key. Keysin the systemareevenly distributedamongthe partici-
patingnodes providing goodloadbalance Theassignmenof keys
change®nly locally asnodegoin andleave thenetwork. Previous
publicationshave describedthe Chord protocol, the Coopeative
File Systenbuilt usingit, andexperimentalresultsshawing thatit
performswell in practice[1, 2,12,13].

Mary otherrecentlydesignedP2Psystemsrovide lookup beha-
ior similar to Chords. Theseinclude CAN [10], Pastry[3], and
Tapestry[6, 14] (basedon mesheq9]). All offer provably fast
lookupsandef cient algorithmsfor nodejoins. However, the style
of evolutionaryanalysisof P2Pnetworksthatwe areusinghasnot
beenwell-developed. Many of theseP2P systemssuchasthose
of Plaxtonet al. [9] and Fiat and Saia[4], focus on modelsin
which nodesjoin and departonly in a well-behaed fashion,al-
lowing maintenancéo happenonly at the time of arrival andde-
parture. We believe this kind of well-behaed modelis unrealis-
tic. Otherprotocolssuchas CAN [10] and Pastry[3] allow for
the possibility of unexpectedfailures,andshaw thatthe systemis
still well-structuredaftersuchfailuresoccur Theseanalyseshow-
ever, assumehatthe systembaginsin anideal startingstate,and
do notshawv how the systenreturnsto thisideal stateafterthefail-



ures;thus, accumulatiorof failuresover time eventually disrupts
thesystem.

Recently Saiaet al. [11] have exploredthe useof a butter y net-
work in a P2Psetting. Their systemretainsgood routing struc-
tureevenaftertheadvesarial removal of a constanfractionof the
nodesandthey shav how to maintaintheir network asnodesfail,
aslong asthe numberof nodesjoining the network is alwayssuf-
ciently larger thanthe numberof failures. Their assumptioris
clearlylimiting sinceary systemmusteventuallystopgrowing.

Perhapghe closesto our evolutionaryanalysisis the recentwork

of Pandurangartal. [8]. They studythe problemof maintaining
an -nodeP2Pnetwork asnodesjoin and departaccordingto a

Poissonprocess.By usinga centralsener to direct new joins to

speci ¢ nodesin the network, andto updateold nodes'neighbors
asnodesdepart,they areableto maintainconnectiity of the P2P
network usingonly a constaneamountof spacepernode(i.e.,each
noderemembersheidentitiesof only othernodes) Although

this comparedavorably to our use of spaceper node,
spacéds notanexpensve resourcen practice(atleastuntil we sub-
stantiallyexceedogarithmicspaceausage) Evenmoreimportantly

their schemedoesnot solve the problemof routingwithin the P2P
network: to nd the noderesponsibldor a given dataitem, they

proposeto ood thenetwork, requiring messagesyhile our

lookup takes time and messagesAlso, their
systemrequiresa centralsener to guaranteeconnectvity, while

oursdoesnot.

3. A HALF-LIFE LOWER BOUND

In this sectionwe give ageneralower boundfor the bandwidthof
maintenancenessagei P2Psystemspasedon the rate of node
joinsanddepartures.

DEFINITION 3.1. If there are live nodesat time , thenthe
doublingtime from time is the time that elapsesbefoe  ad-
ditional nodesarrive. The halving time from time is the time
requiredfor half of thenodesalive attime to depart. Thehalf-life
from time is the smallerof the doublingand halving timesfrom
time . Finally, the half-life of the entire systemis the minimum
half-life overall times .

Intuitively, a half-life of meanghataftertime , atmosthalf
the stateof the systemcan be extrapolatedfrom its stateat time

. Half-life is a coarsemeasuref the rate of changeof a system;
it doesnot imposeary speci ¢ conditionson the particular ne-
grainedpatternof arrivalsanddeparturesAlthoughtherearesome
pathologicalsituationsin which the half-life is not a meaningful
measurde.g.,the simultaneoudailure of almostall nodesin the
system),we believe that the conceptof half-life is a usefuland
generalcharacterizatiomf the rateof changeof P2Psystemsn a
wide variety of circumstances.

As a speci c example, considera Poissonmodel of arrivals and
departureg8]: nodesarrive accordingto a Poissonprocesswith
rate , while a nodein the systemdepartsaccordingto an expo-
nentialdistribution with rateparameter (i.e., expectednodelife-
timeis ). If thereare nodesin the systemattime , then
the expecteddoublingtime is andthe expectedhalvingtime
is . (The probability that a nodefails in time is

; setting males .) Thehalf-life is
then

If and are x edandthesystemisin asteadystate thenthear-

rival rateof mustbebalancedy the departureateof (each
of nodedsleavingatrate ), implying . Thenthedou-
blingtimeis andhalvingtime andhalf-life areboth

This re ects a generalproperty: in ary systemwherethe number
of nodess stable thedoublingtime, halvingtime, andhalf-life are
all equalupto constanfactors.

Becausaodesin the systemaredepartingfrequently eachsurviv-
ing nodemustbenoti ed of additionalnodesn thenetwork to stay
connectedhfterits original neighbordail.

THEOREM 3.2. Theeexistsasequencefjoinsandleavesudh
that any nodethat, at any time, hasreceivedan aveiage of fewer
than noti cations per half-life will bedisconnectedromthenet-
work with probability at least —

COROLLARY 3.3. Any -nodeP2Pnetworkthatremainscon-
nectedwith high probability—i.e, with disconnectiorprobability
—foranysequencefjoinsandleaveswith half-life  must

notify everynodewith an average of nodesper time

Proor. Weconsidetheabore Poissormodel,wherenodesde-
partatrate (sothehalf-life is ). By changingime units,
we assume . If node averagedewerthan notications
per half-life then,theremustbe sometime atwhich node has
heardaboutfewerthan nodes.Considertheminimumsuch .

Let bethenodeshatnode hasheardaboutby time
, including ary nodesof which  wasinitially aware. Let be
the time of noti cation about (andthe last suchtime if there
areseveral—pre&viousnoti cations will beirrelevant,sincethelast
noti cation ensureghat is alive attime .) Index suchthatthe

arenonincreasingsothatnode  wasthelastnodenoti cation.

In our Poissonmodel, at time , the probability that node is
still aliveis . It follows thatall the nodes hasheardabout
have failed, disconnecting from the network, with probability
. By assumptionatary time , atleast

noti cations occurred.It followsthatin thetime interval ,
fewerthan noti cations occurred.This obserationletsuslower
bound . Setting tells usthatno noti cations happened
aftertime . In otherwords, . Generalizingwe
nd . It follows that

wherethelastinequalityfollows by lower boundingeach by
. Now obsere that R
andthetheorentollows. [

Of coursethenodemayexceedthe noti cations perhalf-life for
quitesometime; thetheorendoesnotapplyuntil theaveragedrops
sufciently far. We mightworry aboutaninitial conditionin which
the nodeis aware of a large numberof neighbors. However, the
initial numberof known neighborsanbeatmost  and,underthe
Poissormodel,all of these known neighborswill begonewithin

half-liveswith high probability Thusthe averageneed
betakenonly themostrecent half-lives.



/I asknode to nd thesuccessoof

if )
return ;
else

return - )

Il seach thelocal tablefor the highestpredecessoof

for i downto
if
return ;

I/ join the systenusinginformationfromnode

/I update ng er tablevia seachesby node

; Il r stnon-trivial nger.

for each index into ;

Figure 1: Pseudocoddor the Chord P2P system.

Considerin particulara protocolin which the numberof noti ca-
tionsis alwaysboundedby per half-life. If node is notiso-
lated at the end of those half lives,we can“restart” the
above analysisand, after at most additionalhalf-lives,
testagainwhethemode is isolated.Evenconditionedon thefact
that the nodehassomeneighborsat the beginning of the restart,
the above theoremapplies. In otherwords, after each
half-lives,the nodewill becomeisolatedwith probability

It follows thatwe expectthe nodeto becomesolatedwithin
half-lives. Thisresultcanbestrengtheneturther, undersometech-
nical conditionsto ensuresymmetricbehaior of the nodes:given
a P2Pprotocolin which eachnode sends noti cations
perhalf-life in an -nodesystemthereis a sequencef joins and
leavessuchthatsomenodebecomessolatedfrom thenetwork with
highprobabilitywithin half-lives.Putmoresimply, ary
network involving noti cations perhalf-life will fall apart
almostimmediately

4. BACKGROUND ON CHORD

In this section,we outline the Chord P2Psystem detailsof which
canbefoundin anearlierpaper{12]. Pseudocodéor the protocols
is givenin Figurel. The notation meansthatnode exe-
cutesprocedure , and denoteghe value of the variable
storedatnode .

The Chord protocol supportsa single operation: given a key, it
mapsthe key onto the noderesponsiblefor thatkey. Chordim-
plementsa distributedhashtable, basedon consistenhashing[5,
7]; keys aremappedonto nodesby a hashfunctionthatcanbere-
solved by ary nodein the system,via queriesto othernodes. In
asteady -nodenetwork, eachnodeneeds‘routing” information
about other nodes,and resoles the hashfunction by
communicatingwith nodes. We now discussthe map-
ping, andthemechanisnfor resolvingit, in moredetail.

Consistenthashing Nodeidenti ers (IP addressesare hashed
into  -bit integerswhere , usingsomebasehashfunc-

N38

K30

Figure 2: The Chord key-nodemapping.

tion (we useSHA-1); keys aremappednto thesamespace A key

is assignedo its successonode,the rst whosehashfollows it

modulo . Pictorially, nodesandkeys aremappedontoa circle;

thekey is assignedo the rst nodeencounterednoving clockwise
fromit; seeFigure2. For easeof exposition,weidentify nodeqand
keys) andtheirhasheddenti ers. To maintainthemappingwhena
node joins, certainkeys previously assignedo 'ssuccessoare
reassignetb . Whennode leavesthenetwork, all of its keysare
reassignedo 'ssuccessorNo otherchangesn assignmenheed
to occur Previouswork [5, 7] hasshavn that consistenhashing
doesa goodjob of load balancingkeys ontonodes Intuitively, this
follows sincethe useof an appropriatebasehashfunction means
that nodeandkey identi ers can be treatedas independentuni-

formly distributedrandompointson the circle. This intuition can
bejusti ed formally, andwe will make useof it without proofin

this paper’

Successompointers and ngers. Eachnodestoresits successor
node—the nodeimmediatelyfollowing it onthecircle—sothatthe
successoof akey canbe determinedby following successors
until we reacha node with . Succes-
sorpointersaresufcient to guaranteeorrectlookup of ary key's
successor To speedthis searchwe de ne the th nger of node
, for , denoted , the rst nodeto succeed
onthecircle. Every nodealwayshassome nger pointing
halfway to ary destinatiorkey, soa sequencef “halvings”
of thedistancetake usto thekey [12].

Nodejoins and idealization. Whenanode wishesto join the
systemjt mustbeintegratedinto the Chordring. Node mustset
to pointatitsimmediatesuccessoonthering,and 's
immediatepredecessanustupdatdts successopointerto pointat
. Furthermorenode mustsetits nger tableentriesandcertain
othernodesshouldupdatetheir ngers to pointat (insteadof 's
successor).

We allow nodesto join independentlywithout ary coordination.
Thesesimultaneougoins candestry theinvariantsthatwe wantto

We also note that to balanceload to within a constantfactor
eachnodemustplace “virtual copies” of itself on the
ring. We ignorethis issuein this paper statingboundsper virtual
node. Our boundsarethus precisefor a systemthat usesno vir-
tualnodeswhichstill yieldsreasonabléoadbalanceput to within
an factorratherthana constanfactor If a systemuses
multiple virtual nodes all of our pernodemessagéoundsshould
be multiplied by the numberof virtual copiesusedby eachnode.



/I periodicallyverify 'ssuccessor, andinform of .
// donotrun until is complete
.idealiz€)

if
/I thinksit mightbeour predecessor

if nil or

/I periodicallyrefresh nger tableentries.

Figure 3: Pseudocodédor handling joins.

presere, so eachnodeperiodically executesa idealizationproce-
durethatattemptdgo reconstructhedesiredproperties.To perform
idealization,eachnode storesan extra predecessopointer used
to recordthe closespredecessdahatthenodehasever heardfrom.
Node updatests successato if
fallsbetween and . Everynoderuns pe-
riodically; thisis how oldernodesearnaboutnewly joinednodes.
Periodically ngers areupdateddy . SeeFigure3.

Departuresand fault tolerance. NodescanalsodepartheChord
ring, eithervoluntarily or due to unexpectedfailures. We might
hopethat nodesdepartingvoluntarily might “cleanup” beforede-
parting, but sincewe needto plan for unexpectedfailures,which
cannotcleanup, we make no attemptto de ne cleanupcodefor
a voluntarydeparture.Departingnodessimply vanish. In the de-
scriptionabove, if a nodes successofails, thenthe Chordring is
broken and properlookupscannottake place. To avoid this prob-
lem, eachnodekeepsa successolist of the rst  nodesfollowing
it onthering ratherthankeepinga singlesuccessopointer

In Figure4, we give pseudocodéor Chord's operationin thepres-
enceof failures. Whensearchingfor a node,we may encounter
failed nodesalongthe searchpath, so -
mustcheckthatit is forwardingthe searchto a live node Addi-
tionally, it mustconsidemodesin the successolist ascandidates
for the next hop on the searchpath. A node maintainsits suc-
cessotist by repeatedlyfetchingthesuccessdlist of its immediate
successor, removing its lastentry, andprepending toit. If node
fails, then canreplaceits successowith the next nodeon its
successolist, andso on. Similarly, node periodicallycon rms
thatits predecessas alive, andsets to if not.

5. AN ANALYSIS OF CHORD

As nodesjoin and leave the system—unepectedly and possibly
concurrently—the procedureattemptgo reconstructhe
Chordstatedescribedn Section4. The primary goal of idealiza-
tionisto achieve thatidealstate put this goalis possibleonly under
certainpatternsof joins andleaves. In othercasesthe Chordsys-
temcanonly hopeto “keepup” with thechangesjoins andleaves
arehappenin@ttoo higharateto progressowardsthisidealstate,
but the systemcan avoid slipping fartheraway from ideality. In

theremainderof this sectionwe attemptto quantifytheconditions
underwhichthisis possible.

A note on our model. For simplicity of presentatiorwe consider
a synchronousnodelof idealization. With mild complicationson

I/ seach thelocal tablefor the highestpredecessoof

return thelargestnode in or _
sothat and isalive;

/I periodicallyreconcilewith successos successolist.

/I periodically updatefailed successopointer if necessary

if hasfailed
smallestive node in
or -

/I periodically ush predecessopointer if necessary

if hasfailed

Figure 4: Pseudocodédor handling failur es.

the de nitions that follow, we canhandle(without anincreasen

runningtime) a network with a reasonabl@egreeof asynchrow,

wheremachinesare operatingat roughly the samerate,and mes-
sagegake roughlyconsistentimesto reachtheir destinationsThis
is reasonablavhen differencesamongmachinesare small com-
paredto the time betweenexecutionsof When the
speedf machinesor messagaleliveriesdiffer by a larger fac-
tor , we canprove analogue®f the following results,wealened
by thatfactor . We referto a round of idealizationasthe

time requiredfor all nodesto run , disregardingary time
requiredfor the transferof dataitems.

5.1 What Could Go Wrong

First,we brie y describesomeof the problemsthat might arisein
idealizinga network. An immediateconcernis the disconnection
of the network—by changingmultiple successopointersconcur
rently, we might causethe network to split into two or more sep-
aratecomponentsnd causeary datastoredin onecomponento
becomenaccessibléo nodesin theother (Recallthatwe wantto
uselimited spacepernode,sothe simplesolutionof remembering
all nodesever encounteredk infeasible.)

A more subtledif culty is the creationof a loopy cycle. Call a
Chordnetwork weaklyideal if, for all nodes in the system,we
have andstronglyideal if, in ad-
dition, for eachnode , thereis nonode in the samecomponent
as sothat . A loopynetwork is onewhich
is weaklybut not stronglyideal. The protocolsin Sectiord aim for
weakideality only, a consisteng conditionthatis necessarybut
notsufcient, for correctroutingin a Chordnetwork. Forexample,
the Chord network shawvn in Figure5 is stableunder

However, this network is globally inconsistent—irfact, thereis no
node sothat isthe rst nodetofollow ontheiden-
tier circle. Theresultof this scenariois that

searche$rom two differentnodesin the network, but for the same
query , will returntwo differentnodesandthusdatathatis avail-
ablein the network will appeamunavailableto somenodes.In the
rst partof this section,we shav thatan initially non-loogy net-
work staysnon-loogy throughidealization.In Section5.6, we give
a strongidealizationalgorithmto handlethe loopy caseif it some-
how arises.



Figure 5: A weakly ideal loopy network. The arrows rep-
resent successorpointers, and for every node , we have
However, for every node

thereisanode in the network sothat

5.2 Theldeal Chord State

In our high-level descriptionof the Chord protocolin Section4,

we suggestedomeof thedetailsof theideal statefor Chord;here,

we formalizethoseconditions.Let eachsuccessolist have length
, for some

SinceeachChordnodehasexactlyonesuccessothegraphde ned
by successopointersis a pseudofaest—a graphin which all com-
ponentsaredirectedtreespointingtowardsa root cycle (insteadof
aroot node). In connectechetworks, this graphis a single pseu-
dotree (Whenwe considerfailures,we build this graphusingthe
rst live entryin for each .)

If this pseudotreeloesnot consistsolely of a cycle, thenfor some
nodes in thecycle,thereis anon-emptytreeof nodesootedat
consistingof nodesthat have recentlyjoined the network andare
notyetin thecycle. Wereferto this rootedtreeas 'sappendae,
anddenoteit . Theideal Chordstatehasno appendages.

DEFINITION 5.1. A Chor networkis in theideal stateif:

1. [connectiity] Ther is a path usingsuccessolists and n-
ger tablesconnectinganytwo nodes.

2. [randomness] All thenodesn thesystenareindependently
anduniformlydistributedaroundtheidenti er circle.

3. [cyclesuf ciency] Everynode is onthecycle

4. [non-loopiness]For anynode onthecycle therisnonode

5. [successotist validity] Every _ containsthe
r st nodesthat follow

6. [ nger validity] For everynode andevery ,the r stnode
following is storedas

Previouswork [12] hasestablisheé numberof goodpropertiesof
this ideal state: the procedure  _ returnsthe true
successoof intime , evenafterall nodesfail indepen-
dentlywith constanprobability ; furthermorestartingfroma
Chordnetwork in anidealstateandallowing anarbitrarysequence
of possiblyconcurrenjoins, the network eventuallybecomesdeal
again. In the remainderof this section,we establishthat similar
propertieshold evenin stateghatareonly “close” to ideal.

5.3 A PureFailure Model

Consideran -node Chord network in which somenodeshave
failedrecently andsomeothernodesmayfail soon.In this setting,
someof theentriesin successalists maybe outof date,containing
nodeghathave alreadyfailed.

Givenan -nodeidealnetwork, supposghat nodesn thenet-
work fail (obliviously to their identi er, andthusrandomin iden-
tier space). With high probability at leastone of the nodesin

ary given _  doesnotfail; thusthenetwork remains
connectedand non-loogy, and all nodesremainon the cycle. In

fact, with high probability at leastone-thirdof the nodesin ary

given do notfail, which meanghatin theresult-
ing stateeachsuccessdlist consistof atleastthe rst

live nodesthat follow on the cycle. (This type of agument,
which we usefrequentlyin this paper is basedon the Chernof

bound—inexpectation half of the nodesin the succes-
sor list fail; thus,with high probability no more than two-thirds
fail.) Any which did not fail is the rst live nodefol-

lowing , sinceall ngers werecorrectin the ideal state.
Considettheresulting -nodeChordnetwork, andsupposehat
nodescontinueto fail. We would like this network to retainthe
goodpropertiesof the ideal state—namelythis samesort of fault

toleranceandfastandef cient lookups.

DEFINITION 5.2. A Chord networkis in thecycle with failures
stateif:

1,3,4. Asin De nition 5.1.
2. [randomness]
(a) Asin De nition 5.1.
(b) All nodesin the systemare alive with probability at

least , evenconditionedon the livenessof an ar-
bitrary subsebf upto othernodes.
5. [successotlist validity] For everynode ,let  denotethe
live entriesin -
(a) Every .
(b) Every  containsexactlythe r st live nodesthat

follow thenode .
6. [ nger validity] For everynode andindex , if
is alive, thenit is the r stlive nodefollowing

Our analysiswill considerstartingfrom a network alreadyin the
cycle with failuresstate,and Constraint2(b) imposesthe condi-
tion that ary previous failuresof nodesin the systemwere ran-
dom. (Thisis in fact somavhat strongerthanwe need—weonly
applythis factto shav that, at every stageof a -

searchwith constanprobability thequerycanbeforwardedto the
nodereturnedby - - . Thuswe only apply
2(b)to thesetof nodespreviously encountere@longa
searchpath.)

For intuition, considera network in the cycle with failuresstate.
We claim thatif no additionalfailuresoccurthenthe network will
becomaeadealwithin asmallnumberof roundsof idealization.Each
node hasits true live successoasthe rst live entryin its suc-
cessollist, soafter roundsof reconciling 's successolist with
'ssuccessolist, the rst  entriesof _
will bethe rst live successorsf . Similarly, aftereach nger
is updatedby running _ ,the
correctnessf ensureghatall ngers will beac-
curate. In fact, this intuition canbe leveragedto shav thata net-



Figure6: A Chord network in the cyclewith appendagesstate.
Un lled nodesareonthe cycle; lled nodesarein appendages.

work in the cycle with failuresstateremainsin the cycle with fail-
uresstate aslong sufciently mary roundsof idealizationoccurin
ahalvingtime:

LEMMA 5.3. Consideran -nodeChomd networkin the cycle
with failuresstate and supposehat up to obliviousfailures
occurat anytimeduring the executionof at least rounds
of idealization.Then,with high probability,

1. Throughoutthis process, - returnsthe r st

living successoof andrunsin time
2. Theresultingnetworkis in the cyclewith falluresstate

The proof of thislemmarelieson threekey facts:

(1) Thenetwork remainsconnectedvith high probability—this
holdssinceeachsuccessolist has live entriesand
nodesfail with constanprobability;

2 is ef cient—this holdssince if eachnger
isup Wlth constantprobability theneachforwardinghalves
thedistancdo thequerywith constanprobability (evencon-
ditionedon the livenessof the nodesencounteredo far on
the searchpath), so the total numberof hopsin the search
pathis with high probability; and

(3) Successdiists have purgedall “old” failures—thisholdsbe-
causeafter roundsof successolist updatesthe rst en-
triesmusthave beenalive whenthe procesdegan.

5.4 A PureJoin Model

We now shift our attentionfrom failuresto joins, and considera
Chord network in which nodescanjoin the system,but no node
ever departs.Sincenodefailuresarenotin our model,we will for
simplicity considera Chordnetwork with no successalists.

Whennodesarejoining thenetwork, we mustagainrelaxanumber
of the conditionsof De nition 5.1. A node thathasrecently
joined the network may not be on the cycle becausehe node
hasnot yet beeninformedof 's presenceandthus
. If and arenodesthat are already
onthecycle, thenuntil learnsabout , thenode will notbein
thecycle. Furthermoresuccessopointerswill notbe correctwith
respecto nodesnot on the cycle. In addition, nger pointerswill

notbe completelyupto date,sincenodesmayhave recentlyjoined
between andthecurrent nger . SeeFigure6.

DEFINITION 5.4. A
appendagestateif:

-nodeChord networkis in thecycle with

1-2. Asin De nition 5.1.
3. [cyclesuf ciency]
(a) Ofthenodesonthecycle a subsebf sizeat least
is uniformly and independentldistributed aroundthe
identi er circle.
(b) For anycyclenode , wehave
4. [non-loopiness]
(a) Thecycleis non-loopy
(b) For everynode intheappendage
cessosfrom to isincreasing

5. [successowalidity] For everynode :

(a) if isonthecycle then
nodefollowing .

(b) if isin appendge ,then isthe rstcyclenode
following .

6. [ nger validity] Theeisaset of nodesonthecycle
that are uniformly andindependentlylistributedsothat, for
everynode andevery , ho elementof  ever
falls between and

, thepathof suc-

is the r stcycle

Constraint3(a) guaranteethatthe nodesin the network are“well-

distributed” on the identi er circle: mostof the nodesarein the
cycle,andatleasta constanfractionof thesenodesarespreadan-
domlyacrosgheidenti er circle. (Therewill bebiasin theorderin

which recentlyjoined nodesareincorporatednto the cycle—e.g.,
towardsfastjoining for nodegsthatfall nearbynodesalreadyonthe
cycle, or for nodesthatfall betweertwo nodeson the cycle which

arecloseto eachother—soit is notthe casethatthe distribution of

all nodeson thecycle is uniform andindependent.)

Constraint4(b) ensureghat all pathsleadingto the cycle of the
pseudotreare non-loopy, in the sensethat following themto the
cyclenevergoesaroundtheidenti er spacemorethanonce.Thisis
necessaryo ensurehat operatesorrectlywhen
it is invoked by a nodein anappendage—withouhis condition,a
search - by anode canreturnaresult
in evenwhenthe correctnodeis in thecycle.

Constrainté ensureghatall ngers aresufciently accurateo al-
low fastlookups—all ngers arecorrectwith respecto a constant
fractionof thenodesin the system.

Givenan -nodenetwork in theidealstate,if  additionalnodes
join (bootstrappingn ary nodein the network), thenthe resultis
a network in the cycle with appendagestate. The correctnes®f
searchvia - impliesthata joining node setsits
successato eitherits truecycle successor, or to someothernode
in . This guaranteepropertiesl-2 and 4-5. For cycle suf-
cieng, theexisting  nodesform the requisitesubset,and, with
high probability only joining nodeshave identi ers that
fall betweerary two existing nodesthuseachappendagéassize

. For nger validity, theset consistsof all ~ existing
nodes;sinceall ngers arebuilt with thesealreadyin thecycle, all
ngers arecorrectwith respecto the elementof

Similarly, considera network in the cycle with appendagestate,



andsupposehatno furthernodegjoin the systemover
roundsof idealization.In eachroundof idealization,a nodefrom
ary non-emptyappendage entersthe cycle, since one cycle
node andatleastoneappendageode boththinkthat their
successoiTheidealizationprocedurewill thenadjustthesuccessor
of thenodefartherfrom (whichis ) to pointthe nodecloserto
(whichis ), incorporating into thecycle. Thusin
rounds,all nodesin appendagesre incorporatednto the cycle.
Within onesubsequenfull roundof nger updatesall ngers are
correctwith respecto all nodes.Theresultis anidealnetwork.

Again, we cancombinethesetwo intuitive algumentgo shav that
thecycle with appendagestatecanbe maintainecover time:

LEMMA 5.5. Consideran -nodeChomd networkin the cycle
with appendages state and supposethat  nodesjoin the net-
work, eadh usingan arbitrary nodeto bootstap on, over at least

roundsof idealization.Then,with high probability

1. Throughoutthis process, -
cle successor of oranode in
andrunsin time

2. After this processtheresultingnetworkis in the cyclewith
appendgesstate [

returnsthe cy-
sothat ,

We establishthe ef ciency of by observingthat
ngers arecorrectwith respecto -sizedrandomsubsebn the
cycle, andthe remainingnodesare randomlydistributed, so with
high probabilityonly new nodedall betweerthecorrect
nodeandthe resultof the searchusingtheold ngers. Thusonly
additionalstepsarerequiredto nd thetrue cycle suc-
cessorof the query As in the healingof a cycle with appendages
network into ideal, someappendag@odeis incorporatednto the

cyclein rounds;since,with high probability appendageare
only in sizeevenafter joins,after roundsall
old nodesareincorporatednto the cycle. Since

runsin logarithmictime andthereareonly distinct n-

gerswith high probability the time requiredto update ngers is

, soafter roundsof idealizationafterall the
old nodesareincorporatednto thecycle, thenetwork is backin the
cycle with appendagestate.

5.5 A Fully Dynamic Model

Finally, we simultaneouslyconsiderjoins andfailures. The intu-
ition of the previous sectionsapplieshere almostdirectly: most
of the conditionsthatwe imposewereimposedfor eitherthe pure
join or failure case.A few conditionsmustbe modi ed slightly to
accounffor interactiondbetweerjoins andfailures.

DEFINITION 5.6. A -nodeChom networkis in thecycle with
failuresandappendagestateif, for someconstant :

1. [connectiity]. Thenetworkis connected.
2. [randomness].

(a) All thenodesin the systermare independentlyand uni-
formly distributedaroundtheidenti er circle.

(b) All nodesin the systemare alive with probability at
least , evenconditionedon the livenessof an ar-
bitrary subsebf upto othernodes.

3. [cycle suf ciency]

(a) Ofthenodesonthecycle a subsebf sizeat least
is uniformly and independentldistributed aroundthe
identi er circle.

(b) Foranyconsecutiveyclenodes ,wehave
4. [non-loopiness]

(a) Thecycleis non-loopy

(b) Foreverynode intheappendge ,thepathofsuc-

cessosfrom to isincreasing
5. [successowalidity] For everynode , let
entriesin - .
(a) Every .
(b) if is onthecyclg then
cyclenodefollowing .

denotethelive

is the r st live

(c) if isin appendge ,then isthe rstlive cycle
nodefollowing .

(d) if the successotist of skipsover a live
node , then isnotin - .

(e) No successolist containsnodesthat failed more than

roundsago.

(f) No successotist skipsany live nodethat enteed the

cyclemore than roundsago.
6. [ nger validity]
(a) Therisaset ofatleast nodesonthecyclethat

are uniformlyandindependentlygistributedsothat, for

everynode andevery , ho elementof
everfalls between and .
(b) For each , if is alive, thenit is at leastas

closeto asthe r stlive nodeof following

The network in Figure6 is alsoin the cycle with failuresandap-
pendagestate with appropriateconditionson the stateof the suc-
cessollists.

Intuitively, condition5(d) is a consisteng condition betweenthe
successolists of adjacentnodeson the cycle; it guaranteeshat
node only addsnew nodesto its successolist by learningthem
from its successorWithout this condition, the cycle may become
loopy as additionalnodesfail. Conditions5(e,f) ensurethat the
successolists arereasonablurrent.

THEOREM 5.7. Startwith a networkof  nodesin the cycle
with failures and appendges statewith successolists of length
,andallowupto obliviousjoinsand obliviousfail-
uresat arbitrary timesover at least roundsof idealiza-
tion, for . Then,with high probability,

1. Throughoutthis process, _ returnsthe r st

live cyclesuccessor of oranode in  sothat
,andrunsin time
2. Theresultingnetworkis in the cycle with failures and ap-
pend@esstate

PrROOF. Sincethe joins andfailuresare oblivious, they corre-
spondto randomidenti ers in the network.

In a network with successotists of length , we will say
thata node is fully incorporated into the cycle iff it hasbeen
in the cycle for at least consecutie rounds. Note that
merelyhaving acyclenode pointto node isinsufcient for to



be robustly on the cycle, sinceif  fails immediatelyafter setting
, then will fall off thecycle.

We distinguishbetweent‘old” nodeswhich have beenpresentor
longer than rounds, “middle-aged” nodeswhich have
beenpresenffor lesstime, andtheatmost  “new” nodeswhich
join during the current roundsof idealization. By def-
inition of the cycle with failuresand appendagestate,old nodes
arein thecycle (i.e., arereachabléby successopointersfrom all
nodesonthecycle). Fromthefactthatidenti ers arerandom,only

new nodegoin betweerary two old nodes.Thisimplies
that no nodeendsup with too mary nodesin its appendagelur
ing thetime periodbeinganalyzed.Cycle nodescanfail, causing
their appendaget megetogetherbut with high probability only

consecutie cycle nodedail, sothesizeof anappendage
is by 3(b), with high probability including middle-aged
andnew nodes.

Unfortunately becauseof failures,it is not true that a nodefrom
eachappendagéully) enterghecyclein eachround,sincethecy-
cle nodethatpointsto it mayfail immediately However, with high
probability within rounds, somenode from eachap-
pendagevill becoméully incorporatednto thecycle: in
attemptsfor a node to becomeincorporatednto the cy-
cle, it will begin to join the cycle whenthe cycle node thatsets

doesnot fail in this entireprocess.Oncea node
is fully incorporatednto the cycle, with high probability it never
leaves, so within rounds, all middle-aged
nodesin eachappendagwiill join thecycle.

The correctnessindef ciency of
in Lemmasb.3and5.5.

follow just as

After all themiddle-agehodesenterthecycle, we requireanaddi-
tional roundsof idealizationto ensurethat all of the
ngers are correctwith respectto the middle-agednodes,since
- runsin time sincelookupsrequireonly
time, by theabove. [

Thatis, solong asChordexecutes roundsof idealiza-
tion per half-life, the network remainsin this cycle with failures
andappendagestate,in which searchs ef cient andcorrect.

What we have deemedas the “correctness’of the searchproce-
dureis somevhatsubtle thoughthereturnednodeis correctin the
following senseattheinstantthateach termi-
natesjt yieldsanode thatis responsibldor akey rangeincluding

. If doesnotholdthekey , oneof thefollowing casesholds:
(1) is notyetavailablebecausat is being held at a nodein an
appendagébut, by Condition5(f), it will join the cycle within a
half-life); (2) is on the ring andresponsibldor the key , but
is in the processof transferringkeys from its successo(but this
transfewill completequickly, andthen will havekey ); or (3)
waspreviously responsibldor thekey , but hassincetransferred

to anothemode. We canhandle(3) by modifying the algorithm
to have eachnodemaintaina copy of all transferreddatafor one
half-life afterthetransfer

5.6 Loopy States

In Section5.5, we establishedhat, underour model of joins and
departuresChordSidealizationprotocolmaintainsa statein which
routing is correctand fastwith high probability; the protocolsin

. L if

while (not _ ) do
.idealiz€)
if (
and
for

Figure 7: Pseudocodédor strongidealization.

Figurel maintainstrongideality in a stronglyidealnetwork. Thus

aslong as all nodesoperateaccordingto this protocol, it would

seemthat our network will be stronglyideal, so that our lookups
will be correct. But, fearful of bugsin animplementation,or a

breakdavn in our join/departuremodel,or the eventualoccurrence
of low probability events, we now wish to take a more cautious
view. (For example,anodemightbeoutof contactfor solong that

somenodesbelieve it to have failed, while it remainscorvinced

thatit is alive. Suchinconsistenbpinionscouldleadthe systemnto

astrangestate.)

In this section,we extendthe Chord protocolto idealizethe net-
work from an arbitrary state,even one not reachableby correct
operationof the protocol. This protocoldoesnot reconnect dis-
connectedhetwork; we rely on someexternalmeango do so. Our
approachs in keepingwith our focuson the behaior of our sys-
tem over time—over a sufciently long periodof time, extremely
unlikely events(suchasthe simultaneougailure of all nodesin a
successolist) canhappenwe needto copewith them.

Theidealizationprotocolof Figurel guaranteethatall nodeshave
indegreeandoutdgreeone,soaweaklyidealnetwork consistof a
topologicalcycle, but onein which successormight beincorrect.
For anode , call 'sloop the setof nodesfound by following
successopointersstartingfrom andcontinuinguntil we reacha
node sothat . In aloopy network, thereis a
node sothat 'sloopis a strict subsebf the setof nodesin the
samecomponents , andlookupsmaynotbecorrect.

Thefundamentaidealizationoperatiorby whichwe unfurl aloopy
cycleis basediponself-seach, whereinanode searchefor itself
in the network. If the network is loopy, thena self-searctrom
traversesthe circle onceandthen nds the rst nodeon the loop
succeeding —i.e.,the rst node with

found by following successopointers. We extend our previous
idealizationprotocolby allowing eachnode to maintainasecond
successapointer generatedy self-searclandimprovedin exactly
thesameway asin the previous protocol. SeeFigure?.

THEOREM 5.8. Within roundsof strong idealization,
anarbitrary connectedChor networkbecomestronglyideal.



PrROOF. Therearetwo key intuitions behindthe correctnessf
this algorithm. Combined they shav thatthe only stablecon g-
uration of the network is the desiredone. First, we show that if
the network is weakly ideal but not strongly ideal, then at least
onenodewill nd aimproved secondsuccessowhenit performs
its self-search.Having ruled out the “wrong” weak idealization,
we considemon-loops—i.e.situationsin which somenodeshave
morethanonesuccessopointer Every nodehasat leastonesuc-
cessorpointer meaningthereare at least  successopointers
in the system. If even one node hastwo distinct pointers(with

) thenin total therearemore than
distinct successopointers. If this happensthensomenode has
two distinct othernodespointing at it asa successorAs in weak
idealization this is not a stablesituation: the closerpredecessor
will notify , andthenthe fartherpredecessaowill hearaboutand
switchto . It follows thatthe only stablesituationis whenevery
nodehasexactly onesuccessopointer which pointsto thatnodes
truesuccessoin the network.

Obserethataloopy Chordnetwork will never permitary nodeso
join until its loopsmelge—ina loopy network, for all , we have

, since 'sself- searcme/erreturns Thus,
if thenetwork somehw nds its way into aloopy state it will heal
itself within rounds:eachof the  successopointerscan
improve atmost times. [

While theruntimeof our strongidealizationprotocolis large,recall

thatit needgo beinvoked only whenthe systemgetsinto a patho-
logical state. Suchpathologiesoughtto be extremelyrare,which

meansthat the lengthyrecovery is a small fraction of the overall

lifetime of the system.Nonethelesst would clearly be preferable
to develop a strongidealizationprotocolthat, like weakidealiza-
tion, simply executesat a low ratein the backgroundyatherthan
bringing everythingelseto a halt for lengthyperiods.

Strongidealization in the presenceof failur es. As before,main-
taining a successotist of length will ensurethat our
graph,with high probability staysconnectedaslong as
roundspassbefore nodesfail. (This successolist canbe
formedby following eithersuccessopointerfrom eachnode.)Re-
call, though,at most  failurescan occur beforethe network is
stronglyideal (or hasdisappeared)since,asdiscussedibore, no
nodescanjoin aloopy network. However, if oneof 'ssuccessors
fails, thentheremaybealarge numberof nodesbetweerthefailed
successoandthe rst live entryin - . Sowe may
slip backwardsusing the senseof “progress”from Theorem5.8.
However, thereareatmost  failuresheforethe network empties.
We canonly have improvementsafterary of the failures
beforewe arestronglyideal, sowe have thefollowing:

THEOREM 5.9. Start from an arbitrary connectedstate with
successollists of length . Allow failures over
steps. Then,with high probability, in rounds,

the networkis stronglyideal.

6. CONCLUSION

We have describedhe operationof Chordin a generalmodel of
evolution involving joins and departures.We have shavn that a
limited amountof housekepingwork pernodeallows the system
to resole queriesefciently. Thereremainsthe possibility of re-
ducingthis housekepingwork by logarithmicfactors.

Our currentschemepostulateshat the half-life of the systemis
known; aninterestingquestionis whetherthe correctmaintenance
ratecanbe learnedfrom obsenration of the behaior of neighbors.
Anotherdirection for further work is the analysisof Chord with
limited forms of messagéoss: the eventualidealizationfrom ary
non-loopy stateinto anideal network continuesto hold aslong as
ary two machineghatattemptto communicateventuallysucceed,
and we have somepreliminary resultssuggestinghat something
muchlike Theoremb.7 canbe extendedto suchamodel. A signif-
icantchallenges identifying a goodmildly pessimistiomodelfor
lossof messages.

A furtherareato addresss recovery from pathologicalsituations.
Our protocolexhibits slow recovery from certainpathological'dis-

orderings”of the Chordring. Althoughit is of courseémpossibleto

recover from total disconnectionan ideal protocolwould recover

quickly from ary statein whichthe systemremainedconnected.
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